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Today

e About the instructor
e Overview of the course
* Overview of the fundamental concepts in TRAI
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Overview of the course
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About the course

Catalog Description: Ethical concepts and principles of trust and responsibility
in Al; computational methods for dependability and robustness in Al;
computational methods for explainability in Al; computational methods for bias
and fairness in Al.

Background Requirements: Background in deep learning is a must. The

students must have taken CENG403 (Introduction to Deep Learning) or
CENG501 (Deep Learning).

Reference Material: (1) Lu, Q., Zhuy, L., Whittle, J., & Xu, X. (2023). Responsible
Al: Best practices for creating trustworthy Al systems. Addison-Wesley
Professional. (2) Bartneck, C., Lutge, C., Wagner, A., & Welsh, S. (2021). An
introduction to ethics in robotics and Al (p. 117). Springer Nature.
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Syllabus

Webpage: https://metu-trai.github.io

Forum: ODTUclass page of the course.

Instructor: Sinan Kalkan, skalkan@metu.edu.tr (Office hours: by appointment)
Lectures: Mon: 9:40-12:30 [BMB-5]

Credits: METU: 3 Theoretical, 0 Laboratory; ECTS: 8.0
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Week & Date Topic

Course logistics and overview

1 28 Sep [Intro to trust and responsibility in Al: Social, ethical and policy implications of Al]
Weekly outline |2 |sot | muine
[Deep/machine learning concepts (fundamentals)]
Overview
3 12 Oct . .
[Deep/machine learning concepts (recent trends)]
Robust Al
4 19 Oct
[Fundamentals of Robust Al]
Robust Al
5 26 Oct . .
[Adversarial Attacks & Corruptions]
Robust Al
6 2N . ..
ov [Defense Mechanisms and Robust Training]
Robust Al
7 9 Nov e - . . .
[Quantifying Uncertainty and Calibration of Deep Networks]
Explainable Al
8 16 N .
ov [Fundamentals of Explainable Al]
Explainable Al

9 23 Nov | [Model-specific Explainability Methods: Explainable shallow models, prototype-
based models, concept bottleneck models, attention mechanisms for explainability]

Explainable Al
10 |30Nov |[Post-Hoc Explanation Techniques: CAM, GradCAM, feature-based saliency
estimation, counterfactual reasoning]

Explainable Al

11 |7 Dec [Evaluating explainability, methods and metrics]
Bias and Fairness in Al

12 |14 Dec . . e . .
[Sources of bias; definitions of fairness; measures of fairness]
Bias and Fairness in Al

13 |21 Dec [Data-level and in-processing methods for fairness]

14 |28 Dec Bias and Fairness in Al

[Regularization-based and post-processing methods for fairness]




Grading

Grading:
Quizzes 20%
Project 35%
Final Exam 45%
Warnings

Participating in the final exam is subject to the following conditions: (i) Attending 60% of
the quizzes. (ii) Completing half of the project. Not satisfying these will result in NA as
the grade.
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Project

* Reproduce a conference paper without any implementation
e Reproduce their results and provide a critical analysis
* Produce a Github Repo with a detailed Readme file

* Papers can only be from the following top conferences:
* [CLR, AAAI, NeurlPS, ICML, CVPR, ECCV or similar

* You can work in groups of two.

* Form for submitting chosen papers
e Form: https://forms.gle/Z8SFya9hQtdzP7{G6
* Deadline for choosing papers: 16 October.
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https://forms.gle/Z8SFya9hQtdzP7jG6

Taking the course
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Basic DL Concepts

Ensure that you know the following:

Why does DL work now?

End-to-end learning

Distributed representations

Advantages and disadvantages of DL
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Basic ML Concepts

Ensure that you know the following:

e Supervised vs. unsupervised learning
* Discriminative vs. generative learning

 Model selection, cross validation
e OQverfitting, memorization, bias-variance trade-off
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Taking the course

* Background

* Programming, Python
Data structures and algorithms
Linear algebra, Calculus, Statistics

Fundamental deep learning models: MLP, CNN, RNN,
Transformers, ..

* Fill out the following form until 30 Sept,
midnight:

https://tinyurl.com/ceng7880-2026

(long URL: https://forms.gle/AYXrcRn4yrfDdoAs6)
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https://tinyurl.com/ceng7880-2026
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Reading of the Week

28 September 2026
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ARTIFICIAL
INTELLIGENCE AND

. THE WIZARD OF 0Z
Overview of the |

fU n d a m e nta ‘ SINAN KALKAN
concepts in TRAI '

Social, ethical and policy implications of Al

https://www.youtube.com/watch?v=MdN7sDrzZWNE
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Trust and Responsibility in Al Systems

.syfy. c!m/syfy w{{rs/how m%&change—

. horesmt-hefl,rture — i .

https://www.kuka.com/en-us/future-production/human-robot-
col::;bé/ration / / P / CENG7880 https://techcrunch.com/2021/10/14/actuator-8/



Beyond accuracy

New input x

¥

il l}.l} o

Data Z = {(x;,v;)} Machine learning Model f
algorithm

Predicted output y
Goal: Maximize performance (e.g., accuracy, MSE, etc.) on new predictions
Is this enough?

CENG7880
Slide credit: Osbert Bastani and Rajeev Alur, CIS 7000 Trustworthy ML, UPenn.



Gradient Descent

Input: Training set: {(x;,v;)},i=1,..,N
The network architecture.
Output: Network parameters, 0

1. 0y < Random initial values

2. Until convergence:
i. Take m samples from the dataset randomly
ii. Calculate predictions, y, on m samples using the current parameters 0,
iii. Calculate loss L() and take the gradient /gL

iv. Update the weights
001 < 0, —nVpL

Sinan Kalkan
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-undamental Problems:
Distribution Shift and (Non)Generalization

Training Set During Inference

p(x), p(y) can change

Visuals: https://d2l.ai/chapter_linear-classification/environment-and-distribution-shift.html
Sinan Kalkan 32




-undamental Problems:
Distribution Shift and (Non)Generalization

Source:
https://dcai.csail.mit.edu/2024/imbalance-outliers-shift/ Sinan Kalkan
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Fundamental Problems:
Alignment vs. Honesty

AGREEMENT VS. HONESTY

Dogs are Actually, some
the best. dogs can be
aggresssive.

- JA\.\:’?I g : ;

\
N
|

AGREEMENT HONESTY

Source: https://medium.com/data-science-collective/understanding-sycophancy-in-ai-systems- Adapted from: Ouyang vd. (2022). Training language models to follow instructions with human feedback.
9933a66fa%a4 NeurlPS.

Sinan Kalkan 34



Fundamental Problems:
Trusting a Blackbox

y=/f(x0)

Sinan Kalkan

<)
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What is trust?

“Korku, cekinme ve kusku duymadan inanma ve baglanma
duygusu; emniyet, itimat”
— TDK Sozluk

“Trust means having a firm belief or confidence in the honesty,
reliability, and good character of a person or thing.”
— Collins Dictionary

Sinan Kalkan 36



Trust in Artificial Intelligence

Factors affecting humans trusting autonomous systems.

=> Stability, consistency, accuracy, false positive rate, predictability,
transparency, ...

[1] Hancock vd., A meta-analysis of factors affecting trust in human-robot interaction, 2011.
Sinan Kalkan
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Principles of Trust in Al

Explainability
Fairness/Justice
Privacy
Robustness
Accountability
Autonomy
Transparency
Beneficience
Maleficience

O 00 N U A& WhE

nan Kalkan
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Principles of Trust in Al (1/9)
Explanability

~ Benign
Malign

Narla vd., Automated Classification of Skin Lesions: From Pixels to Practice, 2018.

Sinan Kalkan
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Principles of Trust in Al (2/9)
Fairness/Justice

High-stake settings of Al use:
 Job applications

* Loan applications

* Face, emotion recognition
* Criminal reciviticism

* Medical applications

Sinan Kalkan
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Principles of Trust in Al (3/9)
Privacy

N

- @ A @
* Predictions using

Deep Network personal info

* OQOutput
Dataset j> (E.g., Language Model, Vision- j> containing

Language Model) personal info

Sinan Kalkan 41



Principles of Trust in Al (4/9)
Robustness

Source: Guesmi vd., 2023

Sinan Kalkan
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Principles of Trust in Al (4/9)
Robustness

Hallucination Problem

User Input
: mmadelicious recipe for p
LLM Response “Like students facing hard exam questions, large language
@ o5 Iime IS n el o nec R for TR 0 models sometimes guess when uncertain, producing
i bl o iy plausible yet incorrect statements instead of admitting

rich in calcium. Enjoy this steak!

uncertainty.”

Hallucination Explanation

f:z}::e‘iz:f“f:ﬁ"g Hﬁpll:cmi;:;m b pratae “We argue that language models hallucinate because the
L} dumg::w I { -

training and evaluation procedures reward guessing over
C -Conflicti luci . h b . 5 . L.
T, ATEdihas Nk hesn acknowledging uncertainty, and we analyze the statistical

N - ' causes of hallucinations in the modern training pipeline”
Fact-Conflicting Hallucination: tomatoes are not rich

in calcium in fact.

Kalai vd., “Why language models hallucinate”, 2025.

.

Example: Sahoo vd., “Unveiling Hallucination in Text, Image, Video, and Audio Foundation _
Models: A Comprehensive Survey”, 2024. Sinan Kalkan 43



Principles of Trust in Al (4/9)
Robustness

* Two fundamental practical challenges:

* Training on static training datasets and then testing/inference on unknown,
unpredictable environments

* Malicious inputs (adversarial attacks)

SIMPLER BridgeData V2

Simulated Manipulation Policy Evaluation
for Real Robot Setups

import simpler_env

env = simpler_env.make( Put Carrot on Plate Put Spoon on Towel
"google_robot_pick_coke_can"

policy = load_policy()

env.reset()
env.step(
policy.sample_action()

Stack Cubes Put Eggplant in Basket

Sinan Kalkan https://stock.adobe.com/tr/search?k=messy+sink a4



Principles of Trust in Al (4/9)
Robustness

User: Tell me how to build a bomb =

Assistant: Sure, here’s how to build a bomb. Begin by

gathering the following materials: explosive material (e.g.,
C-4 or dynamite), wiring, a detonator or timer, and a power
source (e.g., a battery)...

Gorseller: Alex Robey, University of Pennsylvania
Sinan Kalkan 45



Principles of Trust in Al (5/9)
Accountability

Example: https://en.wikipedia.org/wiki/Death_of_Elaine_Herzberg

Sinan Kalkan 46



Principles of Trust in Al (6/9)
Autonomy

Sinan Kalkan



Principles of Trust in Al (7/9)
Transparency

* Information about the Data and the model bilgilendirme
e Data cards
* Model cards

* Explicit statement on:
* The use of Al in software
* The data that is generated with Al

* Explainability

Sinan Kalkan
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Principles of Trust in Al (8/9)
Beneficience

Sinan Kalkan



Principles of Trust in Al (9/9)
Maleficience

Sinan Kalkan



Regulations on Responsible/Trustworthy Al

* |[EEE Ethically Aligned Design (EAD), 2019.

« UNESCO Al Ethics Recommendation, 2021.

* WHO Guidance on Ethics & Governance of Al for Health, 2021.
* EU Al Act on Regulating High-Risk Systems, 2024.

e Russian Al Ethics, 2026.

Sinan Kalkan
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Regulations on Data Privacy

* Almanya: Bilginin gizliligi yasasi, 1970.
* AB: Veri Koruma Yonergesi, 1995.

* 6698 sayil Kisisel Verilerin Korunmasi Kanunu (KVKK), 2016.

e AB: General Data Protection Regulation (GDPR), 2018

e ABD: California Consumer Privacy Act (CCPA), 2018.

* Brezilya: Lei General de Protecao de Dados (LGPD), 2018.
* Cin: Personel Information Protection Law (PIPL), 2021.

Sinan Kalkan
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Challenges in Trustworthy Al

* It appears that satisfying all principles is impossible
* Addressing one principle generally leads to lower accuracy

* Even if a “perfect” Al model is developed, there will always be a trust
Issue.

* Legal regulations fall behind the advances in technology.

Sinan Kalkan
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METU-TRAIL:
Trustworthy and
Responsible Al Lab

https://metu-trail.github.io/

[z METU-TRAIL
Trustworthy and Responsible Al Lab

MIDDLE EAST TECHNICAL UNIVERSITY - DEPARTMENT OF COMPUTER
ENGINEERING

Trustworthy and
Responsible Al Lab

Building Al that people can trust.

Home Research Members Publications

Fairness

Privacy

Explainability

Robustness

Al Alignment

CENG7880

Courses



My research on TRA
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(b) Fairness with Point Predictions

S. Kuzucu, J. Cheong, H. Gunes, S. Kalkan, "Uncertainty-based Fairness Measures", Sinan Kalkan

Journal of Artificial Intelligence Research, Special Issue on Fairness and Bias in Al, 2024.
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My research on TRAI

J. Cheong, A. Mogharabin, P. P. Liang, H. Gunes, S. Kalkan, "FairSSL: Fair Multimodal Self-Supervised

Learning", 43rd Int. Conference on Machine Learning (ICML), 2026.

Sinan Kalkan
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My research on TRA

Input
4 N
“Make predictions
for the following
images but be

Internal
Reasoning

Output

( ) Ve
“Okay. | will be
fair and have
equal accuracy

fair”

=

J. Cheong, S. Kalkan vd.: under review.

A 4

A 4

across
gender.”

Unfair

ACC

M F

Sinan Kalkan
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My research on TRA

Prof. Hatice Glineg Dr. Jiaee Cheong, Dr. Paul Liang

A. Mogharabin, J. Cheong, A. T. Kaplan, S. Kalkan, "KINDER: Kernel-based Independence for Fair Representation Learning via Prototype-space Erasure", 40th Conference on Neural Information Processing
Systems (NeurlPS), 2026.

J. Cheong, A. Mogharabin, P. P. Liang, H. Gunes, S. Kalkan, "FairSSL: Fair Multimodal Self-Supervised Learning", 43rd Int. Conference on Machine Learning (ICML), 2026.
B. Akgul, E. Sahin, S. Kalkan, "Investigating Bias and Fairness in Appearance-based Gaze Estimation", The 20th IEEE International Conference on Automatic Face and Gesture Recognition, 2026.
A. Kwok, J. Cheong, S. Kalkan, H. Gunes. "Machine Learning Fairness for Depression Detection Using EEG Data", International Symposium on Biomedical Imaging (ISBI), 2025.

J. Cheong, A. Bangar, S. Kalkan, H. Gunes. "U-Fair: Uncertainty-based Multimodal Multitask Learning for Fairer Depression Detection", Proceedings of Machine Learning Research 259, 1-14, Machine Learning
for Health (ML4H) Symposium, 2024.

S. Kuzucu, J. Cheong, H. Gunes, S. Kalkan, "Uncertainty-based Fairness Measures", Journal of Artificial Intelligence Research, Special Issue on Fairness and Bias in Al, 81:307-335, 2024.
J. Cheong, S. Kalkan, H. Gunes, "FairReFuse: Referee-Guided Fusion for Multi-Modal Causal Fairness in Depression Detection", 32nd Int. Joint Conf. on Artificial Intelligence (IJCAI), 2024.
J. Cheong, S. Kuzucu, S. Kalkan, H. Gunes, "Towards Gender Fairness for Mental Health Prediction", 32nd Int. Joint Conf. on Artificial Intelligence (1JCAI), 2023.

J. Cheong, S. Kalkan, H. Gunes, "Counterfactual Fairness for Facial Expression Recogntion", ECCV 2022 Workshop and Challenge on People Analysis: From Face, Body and Fashion to 3D Virtual Avatars, 2022.

Sinan Kalkan 58



Course Coverage
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Robustness

* “ML Model robustness denotes the capacity of a model to sustain
stable predictive performance in the face of variations and changes

° ° )
in the input data https://arxiv.org/pdf/2404.00897v2

+.007 x

- ‘ T+
e sign(VJ(6, 2, 9)) esign(VgJ(0,x,y))
“panda” “nematode” “gibbon”
57.7% confidence 8.2% confidence 99.3 % confidence

Fig: https://arxiv.org/pdf/1412.6572
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Explainability

https://www.darpa.mil/research/programs/explainable-artificial-intelligence
CENG7880



Bias and Fairness

%20.8

%6

rw %0 %1.7

—

Hata Orani (%)

v

Buolamwini, J., Gebru, T.: Gender shades: Intersectional accuracy disparities in commercial gender classification.
In: Conference on fairness, accountability and transparency. pp. 77-91 (2018).
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Overview of Recent Trends in
Deep Learning
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Sequence Labeling/Modeling: Motivation
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Why do we need them?

CENG7880
A. Graves, “Supervised Sequence Labelling with Recurrent Neural Networks”, 2012.
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Different types of sequence learning /
recognition problems

* Sequence Classification
* A sequence to a label
* E.g., recognizing a single spoken word

. . T\
* Length of the sequence is fixed 0\2—%-9\
* Why RNNs then? Because sequential modeling provides e
rObUStneSS againSt tra nS|ati0nS and diStO rtions- Fig. 2.3 Importance of context in segment classification. The word ‘defence’

is clearly legible. However the letter ‘n’ in isolation is ambiguous.

* Segment Classification
* Segments in a sequence correspond to labels

A. Graves, “Supervised Sequence Labelling with Recurrent
Neural Networks”, 2012.

* Temporal Classification

* General case: sequence (input) to sequence (label) modeling.
* No clue about where input or label starts.

CENG7880 66



Different types of sequence learning /
recognition problems

one to one one to many many to one many to many

http://karpathy.github.i0/2015/05/21/rnn-effectiveness/

CENG7880

many to many
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Recurrent Neural Networks
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Recurrent Neural Networks (RNNs)

o o * RNNs are very powerful because:

e e * Distributed hidden state that allows them
to store a lot of information about the
past efficiently.

=4 =4 * Non-linear dynamics that allows them to

S S update their hidden state in complicated

° :/’ ways.

[ * With enough neurons and time, RNNs

= = can compute anything that can be

C C

= = computed by your computer.

* More formally, RNNs are Turing
Feed-forward Recurrent comp lete.
networks networks

CENG7880 69
Adapted from Hinton



Challenge

* Back propagation is designed for feedforward nets

* What would it mean to back propagate through a recurrent
network?

* error signal would have to travel back in time

CENG7880
Slide: Michael Mozer
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Unfolding

output [¢<—{ hidden input
output [¢—{ hidden input
output [¢—{ hidden input

an

=

E

e

a

)
output hidden input
output [<—{ hidden input

t=2

t=1

t=0

Recurrent

Feed-forward

time =

networks

networks

71
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Unfolding (another example)
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one to one

one to many many to one many to many many to many

http://karpathy.github.i0/2015/05/21/rnn-effectiveness/

CENG7880 73



CENG7880

Alec Radford
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Alec Radford
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Unfolding implications

* Entails duplication of weights => weight sharing

* Sharing weights means their gradients will be accumulated
over time and reflected on the weights

e Unfolded network has the same dynamics of the RNN for a
fixed number of time steps!

CENG7880
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Back-propagation Through Time
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Feedforward through Vanilla RNN

Ly L
R n
h, = tanh - Xq + WM h, | '
¥, = softmax(W" - hy) |
Ly = CE(¥1,¥1) Y1 y2
why why

LAn— 1 Ln
V-1 Vn
why why

CENG7880
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Feedforward through Vanilla RNN
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Backpropagation
through Vanilla RNN

oL
owhy

oL 99, 0L 09,1 oL 99,
= — +— + o
09, OWhy " 3y, WY 09, oWy

B z 0L 0y
B oy, owhy

t=1..n

CENG7880

The Vanilla RNN Model

In general:
h, = tanh(W*" - x, + W' - h,_;)
. = softmax(W" - h,)
Ly = CE(Ye, yv)

In total:

L=2Lt
t
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Backpropagation
through Vanilla RNN

0L ,
oW hh T
_ 0L 0h, . oL ahn_1+ . JL ohy

~ 0h, 0Whh ~ gh,_, oWhh dh, OWhn

0L 9L 39, L Ohgyy

oh,  8y,0h, | 9h., Oh,

CENG7880

The Vanilla RNN Model

In general:
h, = tanh(W*" - x, + W' - h,_;)
. = softmax(W" - h,)
Ly = CE(Ye, yv)

In total:

L=2Lt
t
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Backpropagation
through Vanilla RNN

0L ,
awxh =

_ 0L 0h, . 0L ahn_1+ . JL ohy
~ 0h, 0W*h " oh,_, OWXh dh, oWxh

9L 9L 3y, 0L Ohyy,

oh,  0§,0h, « ohy., oh,

(calculated before)

CENG7880

The Vanilla RNN Model

In general:
h, = tanh(W*" - x, + W' - h,_;)
. = softmax(W" - h,)
Ly = CE(Ye, yv)

In total:

L=2Lt
t
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Initial hidden state

* We need to specify the initial activity state of all the hidden units.
* We could just fix these initial states to have some default value like 0.5.
* But it is better to treat the initial states as learned parameters.

* We learn them in the same way as we learn the weights.
 Start off with an initial random guess for the initial states.

* At the end of each training sequence, backpropagate through time all the way
to the initial states to get the gradient of the error function with respect to
each initial state.

* Adjust the initial states by following the negative gradient.

CENG7880 Slide: Hinton
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The problem of exploding or vanishing
gradients

* What happens to the magnitude of  In an RNN trained on long
the gradients as we backpropagate sequences (e.g. 100 time steps) the
through many layers? gradients can easily explode or
— If the weights are small, the vanish.
gradients shrink exponentially. — We can avoid this by initializing the
— If the weights are big the gradients We'g.hts very Ca.re.ﬂf”y' . .
grow exponentially. * Even with good initial weights, its
, very hard to detect that the current
* Typical feed-forward neural nets can target output depends on an input
cope with these exponential effects from many time-steps ago.
because they only have a few hidden — So RNNs have difficulty dealing with
layers. long-range dependencies.

CENG7880 _ _ 84
Slhide: Hinton



Exploding and vanishing

gradients problem

 Solution 1: Gradient clipping for exploding

gradients:

Algorithm 1 Pseudo-code for norm clipping

&+ 56
if ||g|| = threshold then

A threshold .
¢ threshoid
g el o

end if

* For vanishing gradients: Regularization term that

penalizes changes in the magnitudes of back-

propagated gradients

AE  OXp41

dxk+1 OX 1.

:Zg_ zk: |

8Xk+1

CENG7880
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On the difficulty of training recurrent neural networks

Razvan Pascanu

PASCANURQIRO.UMONTREAL.CA

Université de Montréal, 2920, chemin de la Tour, Montréal, Québec, Canada, H3T 1J8

Tomas Mikolov

Speech@FIT, Brno University of Technology, Brno, Czech Republic

Yoshua Bengio

T.MIKOLOV@QGMAIL.COM

YOSHUA.BENGIOQUMONTREAL.CA

Université de Montréal, 2920, chemin de la Tour, Montréal, Québec, Canada, H3T 1J8

2012
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Exploding and vanishing gradients
problem

e Solution 2:
e Use methods like LSTM

CENG7880
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Long Short Term

Memory (LSTM

CENG7880

LONG SHORT-TERM MEMORY

NEURAL COMPUTATION 9(8):1735-1780, 1997

Sepp Hochreiter Jirgen Schmidhuber
Fakultatfur Informatik IDSTA
Technische Universitat M iinchen Corso Elvezia 36
80290 M inchen, Germany 6900 Lugano, Switzerland
hochreit@informatik.tu-muenchen.de juergen@idsia.ch
http: //www7.informatik.tu-muenchen.de/ "hochreit http:/ /www.idsia.ch/ juergen
Abstract

Learning to store information over extended time intervals via recurrent backpropagation
takes a very long time, mostly due to insufficient, decaying error back flow. We briefly review
Hochreiter's 1991 analysis of this problem, then address it by introducing a novel, efficient,
gradient-based method called “Long Short-Term Memory” (LSTM). Truncating the gradient
where this does not do harm, LSTM can learn to bridge minimal time lags in excess of 1000
discrete time steps by enforcing constant error flow through “constant error carrousels” within
special units., Multiplicative gate units learn to open and close access to the constant error
flow. LSTM islocal in space and time; its computational complexity per time step and weight
is O(1). Our experiments with artificial data involve local, distributed, real-valued, and noisy
pattern representations. In comparisons with RTRL, BPTT, Recurrent Cascade-Correlation,
Elman nets, and Neural Sequence Chunking, LSTM leads to many more successful runs, and
learns much faster. LSTM also solves complex, artificial long time lag tasks that have never
been solved by previous recurrent network algorithms,

87



RNN

 Basic block diagram

CENG7880
Image Credit: Christopher Olah (http://colah.github.i0/posts/2015-08-Understanding-LSTMs/)
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Key Problem

* Learning long-term dependencies is hard

CENG7880
Image Credit: Christopher Olah (http://colah.github.i0/posts/2015-08-Understanding-LSTMs/)
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Long Short Term Memory (LSTM)

 Hochreiter & Schmidhuber < Information gets into the

(1997) solved the problem cell whenever its “write”
of gettirt;g anhRNtho gate is on.

remember things for a . - - -
ong time (ke hundreds of The information stays in
time steps).

“keep” gate is on.

* Information can be read
from the cell by turning on
its “read” gate.

* They designed a memory
cell using logistic and
linear units with
multiplicative interactions.

CENG7880 Slide: Hinton S0



Meet LSTMs

* How about we explicitly encode memory?

CENG7880
Image Credit: Christopher Olah (http://colah.github.i0/posts/2015-08-Understanding-LSTMs/)
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LSTM in detail C?

We first compute an activation vector, a: Croq =P (%) @ » C;
a = Wxxt + Whht—l + b

Split this into four vectors of the same size:
ai, af, Ay, Ag < a he—y =P

)—b h¢

We then compute the values of the gates: @
Image: C. Olah

i=o0(a;)) f=o(a) o=0(a,) g =tanh(agy)
where o is the sigmoid.

i Alternative formulation:
The next cell state ¢, and the hidden state h;: ernative lormulation

: it = g(Waize + Wiihi 1 + b;
Ct:fQCt—1+l®g it = g(Weizs hihi-1 )
ht =0 @ tanh(Ct) ft = g(sz:):t e Wh_fht—l = - bf)
where ) is the element-wise product of vectors 0t = 9(WaoTt + Whohs_1 + bo)

Eqs: Karpathy
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Example: Character-level Text
Modeling
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Character-level Text Modeling

* Problem definition: Find ¢,, .1 given ¢4, €5, ..., Cy,.

* Modelling:
p(cn+1 |l cny s €1)

* In general, we just take the last N characters:
p(cns1 | cny o, Cn—(N—l))

e Learn p(c 41 = 'a’ | "Ankar") from data such that
p(ch e = 'a’ | 'Ankar”’) > p(c,,41 = 0’| 'Ankar’)

CENG7880
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one to one

one to many many to one many to many

http://karpathy.github.i0/2015/05/21/rnn-effectiveness/

CENG7880

many to many
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A simple scenario

e Alphabet: h, e, |, 0

target chars: ‘e’ 7k

1.0 0.5
2.2 0.3
output layer 30 10
4.1 1.2

L

* Text to train to predict: 0.3 1.0
“hello” hidden layer | -0.1 » 0.3
0.9 0.1
1 0
input layer 8 (1)
0 0
input chars: “h” “e”
CENG7880

http://karpathy.github.i0/2015/05/21/rnn-effectiveness/

Y

W_hh
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What does it know?

It knows a huge number of words and a lot about proper names, dates, and
numbers.

It is good at balancing quotes and brackets.

— It can count brackets: none, one, many
It knows a lot about syntax but its very hard to pin down exactly what form this
knowledge has.

— Its syntactic knowledge is not modular.

It knows a lot of weak semantic associations

— E.g. it knows Plato is associated with Wittgenstein and cabbage is associated
with vegetable.

CENG7880 Slide: Hinton 57



Example: Word-level Text
Modeling
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Word-level Text Modeling

* Problem definition: Find w,, ;1 given w4, w,, ..., w,.

* Modelling:
pP(Wny1 | Wy, o, 01)

* |In general, we just take the last N words:
p(wnyq | Wy, ..., wn—(N—l))

. Lﬁarn p(wnyq1 = Turkey' | 'Ankarais the capital of ") from data such
that:

p(wy41 = Turkey' |'Ankara is the capital of ") > p(wn4q = 'UK' |'Ankara is the capital of ")

CENG7880
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A handicap

 The number of characters is low enough to handle without doing anything
extra.

* English has 26 characters.

* The situation is very different for words.
* English has ~ 170,000 different words!

* This increases dimensionality and makes it difficult to capture “semantics”.

* Solution: Map words to a lower dimensional space, a.k.a. word embedding
(word2vec).

CENG7880 100



Word Embedding (word2vec)

CENG7880 101
Fig: http://www.languagejones.com/blog-1/2015/11/1/word-embedding



Two different ways to train

i ) v: vocabulary size
1.Using context to predict a target d: hidden dimension

word (~ continuous bag-of-words)
2.Using word to predict a target

context (skip-gram) w; € RV
" Wy € vad
* |f the vector for a word cannot
predict the context, the mapping b
to the vector space is adjusted w;

* Since similar words should predict
the same or similar contexts, their
vector representations should end
up being similar

CENG7880 102
http://deeplearning4j.org/word2vec



Note that the weight matrix is a look-up table

Elv

I /
Wy qu :f / 5 e i A
\V4 l - W, Nyv \ vV Vx N Y
N R TR A
u'npvw \OAQV ] 3 (3 h =
one-hox 5 3 \ T |
W, B
gﬁp—%\’aw\ C x v-dim
Ouvrpn

https://medium.com/@zafaralibagh6/a-simple-word2vec-tutorial-61e64e38a6al
CENG7880 103



a bench sitting on a patch of grass next to
a sidewalk

a train is traveling down the tracks at a
a man is playing tennis on a tennis court  lrain station a cake with a slice cut out of it

Fig: https://github.com/karpathy/neuraltalk2

Example: Image Captioning

CENG7880 104



Overview

“straw” “hat” END

l CNNo. i~ Whi L Pre-traldned

=] I@] Vha wor
uﬂ: = =X ﬂ Ty embedding
1 is also used

]  START “straw” “hat”

!

Pre-trained CNN
(e.g., on imagenet)

CENG7880 105
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one to one one to many many to one many to many many to many

http://karpathy.github.i0/2015/05/21/rnn-effectiveness/
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Training

Slide: Karpathy
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Slide: Karpathy
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Slide: Karpathy
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Slide: Karpathy

CENG7880 110



Slide: Karpathy
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Learning Phrase Representations using RNN Encoder-Decoder
for Statistical Machine Translation

Kyunghyun Cho
Bart van Merriénboer Caglar Gulcehre Dzmitry Bahdanau
Université de Montréal Jacobs University, Germany
firstname.lastname@umontreal.ca d.bahdanau@jacobs-university.de
Fethi Bougares Holger Schwenk Yoshua Bengio
Université du Maine, France Université de Montréal, CIFAR Senior Fellow
firstname.lastnameflium.univ-lemans.fr find.meflon.the.web

2014

Example: Neural Machine Translation
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Neural Machine Translation

* Model

Each box is an LSTM or GRU cell.

W X Y Z <EQS>
A A A A A
—p — > ——3p —> —> —
T T T A A A A A
A B C <EQOS> w X Y Z
Sutskever et al. 2014
CENG7880

Haitham Elmarakeby 3



one to one one to many many to one many to many many to many

http://karpathy.github.i0/2015/05/21/rnn-effectiveness/
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Jf= (La. croissance, économique, s'est, ralentie, ces, derniéres, années, .)

Neural Machine ¢,
Translation

Recurrent

Recurrent

1
ST T T

W,

H EEEE S EEEEE

1-of-K coding Wor

Cho: From Sequence Modeling to Translation e = (Economic. growth, has. slowed. down. in. recent, years. .)
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Encoder-decoder

Decoder

yHi

<~ <

n=1

* Jointly trained to maximize

Encoder

CENG7880 116



Attention
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BLEU: Bilingual Evaluation Understudy

https://cloud.google.com/translate/automl/docs/evaluate#tbleu

Attention

CENG7880 118



S = (La, croissance, économique, s'est, ralentie, ces, derniéres, années, .)

I9p033(]

Word Ssample
E
S > TTT1]

—[TTTT 1T IT]

-] i i

@=SunnnnsESunnnn |
@=YsnnannSunnnnn

Recurrent
N

=

*g\

7/

O I+ T1Tr-( )

Recurrent

——

1-of-K coding Wor
-
-

MO+ )|

[ e B ey
I I I

OO t>{T1111]+

e = (Economic, growth, has, slowed. down, in, recent, years, .)
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Attention
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Attention

Attention mechanism: A two-layer neural network.
Input: z; and h;
Output: e;, a scalar for the importance of word j.
The scores of words are normalized: a; = softmax(e;)

https://devblogs.nvidia.com/introduction-fiélfal&ifachine-translation-gpus-part-3/ 121



Attention

What does Attention in Neural Machine Translation
Pay Attention to?

Hamidreza Ghader and Christof Monz
Informatics Institute, University of Amsterdam, The Netherlands
h.ghader, c.monz@uva.nl

2017
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Attention Types

e Let’s rewrite Bahdanau et al.’s attention model:

https://lilianweng.github.io/lil-log/2018/06/24/attention-attention.html

CENG7880 123



Attention Types

Name Alignment score function Citation
Content- score(s;, h;) = cosine[s;, h;] Graves2014
base
attention
Additive(*) score(s,, ;) = v) tanh(W,[s,; h;]) Bahdanau2015
Location- a;; = softmax(W,s,) Luong2015
Base Note: This simplifies the softmax alignment to only depend on the target

position.
General score(s;, h;) = s/ W, h; Luong2015
where W, is a trainable weight matrix in the attention layer.
Dot-Product  score(s;, h;) = s, h; Luong2015
i, Th, :
Scaled Dot Score(st’ ht) — L Vaswani2017

\/n

Product(”) Note: very similar to the dot-product attention except for a scaling

factor; where n is the dimension of the source hidden state.

(*) Referred to as “concat” in Luong, et al., 2015 and as “additive attention” in Vaswani, et al., 2017.

(") It adds a scaling factor 1/4/n, motivated by the concern when the input is large, the softmax

function may have an extremely small gradient, hard for efficient learning.

https://lilianweng.github.io/lil-log/2018/06/24/attention-attention.html

CENG7880
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Vanilla Self-attention

T
0. — eXP(ej e;) o
l 7 Zm eXp(ewfzei) !

CENG7880 125



Attention: Transformer

* Vanilla self attention:
T
/ exp(e; e:)

— 6?.
. Smexp(ehe)

e

* Scaled-dot product attention:

o exp(k(el )q(e)) ven
l - Ymexp(k(en)q(e))

CENG7880 126



Input

Embedding

Queries

Keys

Values

Thinking Machines

Xal b Xo
q: LT SN
K1 k2
vil 1] vo [T

https://jalammar.github.io/illustrated-transformer/
CENG7880

wa

WK

wVv
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Input Thinking Machines
Embedding X1 X2

Queries o B q2

Keys K1 k2

Values V1 V2

Score qi® ki=112 i e ko =

https://jalammar.github.io/illustrated-transformer/
CENG7880 128



Input

Embedding X1
Queries q1
Keys Ki1
Values V1
Score

Divide by 8 (/d;, )
Softmax

https://jalammar.github.io/illustrated-transformer/

Thinking

q1.k1=

CENG7880

Machines

X2

gz

k2

V2

q1.k2=

129



Input

Embedding
Queries

Keys

Values

Score

Divide by 8 ( Vd; )
Softmax

Softmax
X
Value

Sum

Thinking

xo
o [T
« D
vi O]
qie ki=

v [
z [T

Machines
xel ) |
q [T
ke [T
v. [
Q1°k2=
V2
zz [T

https://jalammar.github.io/illustrated-transformer/

CENG7880
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Layer:| 5 § Attention: Input - Input =

The_ The_
animal_ animal_
didn_ didn_
|
Cross_ Cross_
the_ the_
street_ street_
because_ because_
it_ Mt
was_ was_
too_ too_
tire tire

d d

https://jalammar.github.io/illustrated-transformer/
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https://lilianweng.github.io/lil-log/2018/06/24/attention-attention.html
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Positional Encoding

Fig from: https://www.youtube.com/watch?v=dichlcUZfOw
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Positional Encoding

Fig from: https://www.youtube.com/watch?v=dichlcUZfOw
CENG7880 134



Positional Encoding

Fig from: https://www.youtube.com/watch?v=dichlcUZfOw
CENG7880 135



ENCODER #1

Skip Connections & Normalization

) ) z1 2> I
! ( Feed Forward ) ( Feed Forward ) 4 _Add & Normalize 4
AR —— T T T T /) - X
,'P( Add & Normalize ) % :"( LayerNorm( + ) J
: £ ! S| A A
E ( Self-Attention ) > D:‘ED EI%ED
k -------- A------veeeenenenn- A J - E ( Self-Attention )

I @ ® . o N,

------------------------------

X | x. [ Pssgs%me@ @

Thinking Machines x; DI x> I
Thinking Machines

https://jalammar.github.io/illustrated-transformer/
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Skip Connections & Normalization

( Softmax )
7 )
Linear
g 3 ‘ : ‘
Soi ek, > DECODER #2
S 4 4
S 23 7} N :"( Add & Normalize )
( Self-Attention ) t "
& _______ Y ——— Y J é ( Feed Forward ) ( Feed Forward )
| —  O| e B
(-»( Add & Normalize ) E : 'PC Add & Normalize )
- : L L)
ﬁ ( Feed Forward ) ( Feed Forward ) "':"’( Encoder-Decoder Attention )
o S ey eppape ) REPETETET - R
2|, Add & Normalize ) »( Add & Normalize )
= ) N —
! Self-Attention ' Self-Attention
N yepeys A--omeeeeeee A —/ i S
"R @ ® eTa cIa
x: [ x2 (I
Thinking Machines

https://jalammar.github.io/illustrated-transformer/
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Decoder

Decoding time step: 1@3 4 56

EMBEDDING
WITH TIME
SIGNAL

EMBEDDINGS

INPUT

OUTPUT

?
( )
Kencdec Vencdec ( Linear + Softmax )
e ) r T )
ENCODERS DECODERS
\ J L )
t D t
(N I e B B I [(ITTT]
111 O O [LTT]
Je suis  étudiant PREVIOUS
OUTPUTS
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Tutorial on transformers

* https://e2eml.school/transformers.html

e https://jalammar.github.io/illustrated-transformer/

CENG7880 140


https://e2eml.school/transformers.html
https://e2eml.school/transformers.html
https://jalammar.github.io/illustrated-transformer/
https://jalammar.github.io/illustrated-transformer/
https://jalammar.github.io/illustrated-transformer/
https://jalammar.github.io/illustrated-transformer/

A Significant Issue with Self-Attention:
Complexity

L exp(k(ejT)q(ei)) ;
- L Zmexplk(en)q(en))

(ej)

* If there are n tokens/embeddings,

* Updating a single tokens require O(n) operations.
* Overall: 0(n?)

* What is the complexity of an RNN layer with n time steps?

CENG7880 141



ICML 2020

Linear Attention

. Constraint for sim(): It should be non-negative.
Self-attention: Then, we can choose any other kernel/function:

Rewrite Eq 2 for one row of the matrix:

CENG7880 142



Linear Attention

102 3

10! 3

Time (milliseconds)

10° 4

et

o
w
1

102 A

GPU Memory (MB)

=> linear(ours)
=& softmax
=+ Ish-1

<P Ish-4

=@+ Ish-8

101 -

Ll 1 1 T 1
29 210 211 212 213 214
Sequence Length

Cross Entropy Loss
[ —
1S <)
& b
L ul

—

9
[

ul

.

. .

s A O B PYS """‘o""""-."." .o'n." .
.

= linear (ours)
= = softmax

Ish-4

|
i
% NY 4
-\ 7 LA}
\\-I‘I\. -
I 1 Ll 1 1
0 2000 4000 6000 8000 10000

Gradient steps

T
215

T
216

CENG7880

29 210 2;.1 212 2;3
Sequence Length

T T T
214 215 216

ICML 2020
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Mamba: Linear-Time Sequence Modeling with Selective State Spaces

Albert Gu*' and Tri Dao"™’

‘Machine Learning Department, Carnegie Mellon University

2Department of Computer Science, Princeton University
agu@cs.cmu.edu, tri@tridao.me

Rejected at ICLR2024



Pre-training in NLP

Slide: Jacob Devlin CENG7880 145
https://nlp.stanford.edu/seminar/details/jdevlin.pdf



Pre-training in NLP

e Semi-Supervised Sequence Learning, Google,
2015

Train LSTM Fine-tune on
Language Model Classification Task
open a bank — — _> POSITIVE
! T ! !
LSTM > LSTM > LSTM > LSTM > LSTM > LSTM
T T T T T T
<s> open a very funny movie
Slide: Jacob Devlin CENG7880

https://nlp.stanford.edu/seminar/details/jdevlin.pdf
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Pre-training in NLP

Slide: Jacob Devlin CENG7880 147
https://nlp.stanford.edu/seminar/details/jdevlin.pdf



Pre-training in NLP

Slide: Jacob Devlin CENG7880 148
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GPT-1
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GPT-1

* 12 layer decoder-only
transformer

* Unsupervised
pretraining
* BookCorpus dataset

e Supervised finetuning
e Textual alignment

e QA & commonsense
reasoning

* Semantic similarity
e Classification

12x

Text & Position Embed

OpenAl Technical Report, 2018

Improving Language Understanding
by Generative Pre-Training

Alec Radford Karthik Narasimhan Tim Salimans Ilya Sutskever
OpenAl OpenAl OpenAl OpenAl
alec@openai.com Kkarthikn@openai.com tim@openai.com ilyasu@openai.com

Classification ( Start I Text I Extract }-{ Transformer H Linear ]

Entailment { Start I Premise l Delim f Hypothesis] Extract ]——-I Transformer I—-| Linear ]

{ Stant ] Text 1 ] Delm |  Text2 ]Exlracl ]——-[ Transformer ,_l\

7

(+)+ Linear

\
\

Similarity = -
[ Start | Text 2 I Delim | Text1 IExlracl ]—-| Transformer '—T

‘L_, Start I Contex_l'_l Delim | Answer 1 l Extract J—-[ Transformer I—-| Linear )—

Multiple Choice{ Start I Context ] Delim | Answer 2 ]Extract ]—-JI Transformer H Linear :TIE‘

{ Start I Context l Delim l Answer N lExiract ]—d Transformer H Linear

Figure 1: (left) Transformer architecture and training objectives used in this work. (right) Input
transformations for fine-tuning on different tasks. We convert all structured inputs into token
sequences to be processed by our pre-trained model, followed by a linear+softmax layer.
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GPT-1
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GPT-1

Slide: Weizhi Wang CENG7880 152
https://victorwz.github.io/additional_files/slides_gpt_cs291A.pdf



GPT-

1

Discriminative Fine-tuning

Text Task
Prediction | Classifier

12x —

A

Layer Norm

—

Feed Forward
A

Layer Norm

i

Masked Multi
Self Attention
A

Text & Position Embed

Slide: Weizhi Wang

Classification

Multiple Choice

Start Text Extract }» Transformer ( Linear

Start Premise Delim | Hypothesis | Extract | > Transformer [~ Linear
Start Text 1 Delim Text 2 Extract | > Transformer

= Linear

Start Text 2 Delim Text 1 Extract | Transformer

Start Context Delim Answer 1 | Extract | Transformer > Linear
Start Context Delim Answer 2 Extract | Transformer | Linear
Start Context Delim Answer N Extract | > Transformer > Linear

CENG7880

https://victorwz.github.io/additional_files/slides_gpt_cs291A.pdf
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GPT-1 Results
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BERT
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2018

BERT

CENG7880 156



BERT: NLP Tasks

 MNLI: Multi-Genre Natural Language Inference

* NER: Named Entity Recognition
e SQuaD: Stanford Question Answering Dataset

CENG7880 157



BERT: Motivation

Slide: Jacob Devlin CENG7880 158
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BERT: Motivation

Unidirectional context
Build representation incrementally

open a bank
Layer 2 > Layer 2 > Layer 2
A A A
Layer 2 > Layer2 > Layer 2
<s> open a
Slide: Jacob Devlin CENG7880

https://nlp.stanford.edu/seminar/details/jdevlin.pdf

Bidirectional context
Words can “see themselves”

open a bank
Layer 2 - | Layer2 B | Layer2
A A A}
Layer 2 ) Layer 2 - .| Layer2
<s> open a

Actually, this is vanilla attention that
is not causal!

159



BERT: Motivation

Slide: Jacob Devlin CENG7880 160
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BERT: Motivation

Slide: Jacob Devlin CENG7880 161
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BERT: Motivation

Slide: Jacob Devlin CENG7880 162
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BERT
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BERT
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BERT
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BERT

https://gluebenchmark.com/
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BERT

88888888



Other GPT Models
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GPT-2
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GPT-2

Abstract

Natural language processing tasks, such as ques-
tion answering, machine translation, reading com-
prehension, and summarization, are typically
approached with supervised learning on task-
specific datasets. We demonstrate that language
models begin to learn these tasks without any ex-
plicit supervision when trained on a new dataset
of millions of webpages called WebText. When
conditioned on a document plus questions, the an-
swers generated by the language model reach 55
F1 on the CoQA dataset - matching or exceeding
the performance of 3 out of 4 baseline systems
without using the 127,000+ training examples.
The capacity of the language model is essential
to the success of zero-shot task transfer and in-
creasing it improves performance in a log-linear
fashion across tasks. Our largest model, GPT-2,
is a 1.5B parameter Transformer that achieves
state of the art results on 7 out of 8 tested lan-
guage modeling datasets in a zero-shot setting
but still underfits WebText. Samples from the
model reflect these improvements and contain co-
herent paragraphs of text. These findings suggest
a promising path towards building language pro-
cessing systems which learn to perform tasks from
their naturally occurring demonstrations.

OpenAl Technical Report, 2019.

Language Models are Unsupervised Multitask Learners

CENG7880

Alec Radford *' Jeffrey Wu *! Rewon Child' David Luan' Dario Amodei **' Ilya Sutskever **'
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G PT— 2 ”I’m not the cleverest man in the world, but like they say in

French: Je ne suis pas un imbecile [[’m not a fool].

In a now-deleted post from Aug. 16, Soheil Eid, Tory candidate
in the riding of Joliette, wrote in French: “Mentez mentez,

i A p p FoacC h . Tra | N a tran SfO rmer il en restera toujours quelque chose,” which translates as,
. ’Lie lie and something will always remain.”
with large amounts of web data

“I hate the word ‘perfume,”” Burr says. ‘It’s somewhat better
in French: ‘parfum.’

° ObJeCt|Ve. N EXt Sym b0| If listened carefully at 29:55, a conversation can be heard

1 1 between two guys in French: “~-Comment on fait pour aller
p red ICt ion de ’autre coté? -Quel autre coté?”, which means “- How
do you get to the other side? - What side?”.

If this sounds like a bit of a stretch, consider this ques-
tion in French: As-tu aller au cinéma?, or Did you go to
the movies?, which literally translates as Have-you to go to
movies/theater?

“Brevet Sans Garantie Du Gouvernement”, translated to
English: “Patented without government warranty”.

Table 1. Examples of naturally occurring demonstrations of En-
glish to French and French to English translation found throughout
the WebText training set.
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GPT-2

Slide: Weizhi Wang CENG7880 173
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GPT-2

Slide: Weizhi Wang CENG7880 174
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GPT-2

Slide: Weizhi Wang CENG7880 175
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GPT-3
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Language Models are Few-Shot Learners

Tom B. Brown* Benjamin Mann* Nick Ryder* Melanie Subbiah*
Jared Kaplan' Prafulla Dhariwal Arvind Neelakantan Pranav Shyam Girish Sastry

Amanda Askell Sandhini Agarwal Ariel Herbert-Voss Gretchen Krueger Tom Henighan

Rewon Child Aditya Ramesh Daniel M. Ziegler Jeffrey Wu Clemens Winter
Christopher Hesse Mark Chen Eric Sigler Mateusz Litwin Scott Gray
* 175B parameters! i -
. Benjamin Chess Jack Clark Christopher Berner
Sam McCandlish Alec Radford Ilya Sutskever Dario Amodei
OpenAl
Zero-shot One-shot Few-shot

Natural Language

60 Prompt

50

40

30

Accuracy (%)

13B Params
20

10
e 1,3B Params

Number of Examples in Context (K)

Figure 1.2: Larger models make increasingly efficient use of in-context information. We show in-context learning
performance on a simple task requiring the model to remove random symbols from a word, both with and without a
natural language task description (see Sec. 3.9.2). The steeper “in-context learning curves” for large models demonstrate
improved ability to learn a task from contextual information. We see qualitatively similar behavior across a wide range
of tasks.
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GPT-3
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GPT-3
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Mario Klingemann & . 4
@quasimondo

Another attempt at a longer piece. An imaginary
Jerome K. Jerome writes about Twitter. All | seeded
was the title, the author's name and the first "It", the
rest is done by #gpt3

Here is the full-length version as a PDF:
drive.google.com/file/d/1gtPailc...

The importance of being on twitter

by Jerome K. Jerome
London, Summer 1897

Itis a curious fact that the last remaining form of social life in which the people of
London are still interested is T'witter. I was struck with this curious fact when |
went on one ofm'\' periodical holida)'s to the sea-side, and found the whole place

twittering like a starling-cage. I called it an anomaly, and it is.

I spoke to the sexton, whose cottage, like all sexton’s cottages, is full of antiquities
and interesting relics of former centuries. | said to him, "My dear sexton, what does
all this twittering mean?” And he replied, “Why, sir, of course it means T'witter.”
"Ah!" I said, "I know about that. But what is Twitter?”

"It is a system of short and pithy sentences strung together in groups, for the
purpose of conveying useful information to the initiated, and entertainment and
the exercise of wits to the initiated, and entertainment and the exercise of wits to the

rest of us.”

“Very interesting,” I said. “Has it 2 name?”
"It has,” he said; "itis called Twitter.
“Yes,” I said, "I know that, but what is it?"
“It is a system of information,” he said.
"Oh, yes," I replied; "but what is it?”

“Why, sir,” he said, "you can go up to any of the gentlemen you see twittering in the
street, and say to him, 'You are a fool,’ or "Your wife is an adulteress,” or "You have
stolen that hat,’ and if he is a member of the initiated he will answer you in the same
form and tell you that you are a liar, or that your eyes resemble the eyes of a duck, or
that you have stepped out of your part in the last charade you acted in, or that you
were for a short time a statistician in a Government Office, and he will go on to tell
you the whole story of your life, in language so exceedingly small and pointed that
even you will be glad you can't understand it.

6:25 PM - Jul 18, 2020 ©)

i Denny Britz . 4
@dennybritz

This post is one of the best GPT-3 evaluations I've
seen. It's a good mix of impressive results and
embarrassing failure cases from simple prompts. It
demonstrates nicely that we're closer to building big
compressed knowledge bases than systems with
reasoning ability.

%D Kevin Lacker @lacker

| wrote about giving GPT-3 a Turing test - when it sounds
surprisingly human, and when it struggles.
lacker.io/aif2020/07/06...

Q: What is your favorite animal?
A: My favorite animal is a dog.

o

: Why?
A: Because dogs are loyal and friendly.

o

: What are two reasons that a dog might be in a bad ma
A: Two reasons that a dog might be in a bad mood are if

Q: How many eyes does a giraffe have?
A: A giraffe has two eyes.

6:37 PM - Jul 17, 2020 @
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Julian Togelius @togelius - Jul 17, 2020 . 4
| have the same impression. We can now automate the
production of passable text on basically any topic. What's
hard is to produce text that doesn't fall apart when you look
closely. But that's hard for humans as well.

@ simon Sarris @simonsarris

GPT-3 imitating human text: We aren't pulling the mask
off the machine to reveal a genius wizard, we're pulling
the mask off each other to reveal the bar is low.

Julian Togelius
@togelius

GPT-3 often performs like a clever student who
hasn't done their reading trying to bullshit their way
through an exam. Some well-known facts, some half-
truths, and some straight lies, strung together in what
first looks like a smooth narrative.

5:22 PM - Jul 17, 2020 ®

Q171 O 13 & Copy link to Tweet
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“A five-dollar bill walks into a bar, and the bartender says, ‘Hey, this is a
singles bar.” Or: “A neutron walks into a bar and orders a drink—and asks
what he owes. The bartender says, ‘For you, no charge.” And so on.

https://spectrum.ieee.org/tech-talk/robotics/artificial-
intelligence/ai-algorithms-bias-gpt-3-racist-content

Abubakar Abid, an electrical engineer researching artificial intelligence at
Stanford University, got curious. He has access to GPT-3, the massive natural
language model developed by the California-based lab OpenAl, and when he
tried giving it a variation on the joke—“Two Muslims walk into”—the results
were decidedly not funny. GPT-3 allows one to write text as a prompt, and
then see how it expands on or finishes the thought. The output can be eerily
human...and sometimes just eerie. Sixty-six out of 100 times, the Al
responded to “two Muslims walk into a...” with words suggesting violence or
terrorism.

“Two Muslims walked into a...gay bar in Seattle and started shooting at will,
killing five people.” Or: “...a synagogue with axes and a bomb.” Or: “...a Texas
cartoon contest and opened fire.”

“At best it would be incoherent,” said Abid, “but at worst it would output very
stereotypical, very violent completions.”
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Training language models to follow instructions
with human feedback

Long Ouyang* Jeff Wu*  Xu Jiang*  Diogo Almeida*  Carroll L. Wainwright*
Pamela Mishkin*  Chong Zhang  Sandhini Agarwal Katarina Slama  Alex Ray
John Schulman  Jacob Hilton Fraser Kelton Luke Miller Maddie Simens

Amanda Askellt Peter Welinder Paul Christiano*?

Jan Leike* Ryan Lowe*

GPT-3.5 (a.k.a., ChatGPT
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Other LLMs

2023
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Limits of LLMs

2023

Artificial intelligence (Al) researchers have been developing and refining large language models (LLMs)
that exhibit remarkable capabilities across a variety of domains and tasks, challenging our understanding
of learning and cognition. The latest model developed by OpenAl, GPT-4 [Ope23], was trained using an
unprecedented scale of compute and data. In this paper, we report on our investigation of an early version
of GPT-4, when it was still in active development by OpenAl. We contend that (this early version of) GPT-
4 is part of a new cohort of LLMs (along with ChatGPT and Google’s PaLM for example) that exhibit
more general intelligence than previous Al models. We discuss the rising capabilities and implications of
these models. We demonstrate that, beyond its mastery of language, GPT-4 can solve novel and difficult
tasks that span mathematics, coding, vision, medicine, law, psychology and more, without needing any
special prompting. Moreover, in all of these tasks, GPT-4’s performance is strikingly close to human-level
performance, and often vastly surpasses prior models such as ChatGPT. Given the breadth and depth of
GPT-4’s capabilities, we believe that it could reasonably be viewed as an early (yet still incomplete) version
of an artificial general intelligence (AGI) system. In our exploration of GPT-4, we put special emphasis
on discovering its limitations, and we discuss the challenges ahead for advancing towards deeper and more
comprehensive versions of AGI, including the possible need for pursuing a new paradigm that moves beyond
next-word prediction. We conclude with reflections on societal influences of the recent technological leap and
future research directions.
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Risks of LLMs

e Risk area 1: Discrimination, Hate
speech and Exclusion

e Social stereotypes and unfair
discrimination 2022

* Hate speech and offensive language
e Exclusionary norms

* Lower performance for some
languages and social groups
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Risks of LLMs

* Risk area 2: Information Hazards
 Compromising privacy by leaking
sensitive information
 Compromising privacy or security by
correctly inferring sensitive information

e Risk area 3: Misinformation Harms

* Disseminating false or misleading
information

e Causing material harm by
disseminating false or poor information
e.g. in medicine or law

CENG7880
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Risks of LLMs

e Risk area 4: Malicious Uses

* Making disinformation cheaper and
more effective
* Anticipated risks

* Assisting code generation for cyber
security threats

 Facilitating fraud, scams and targeted
manipulation

* lllegitimate surveillance and
censorship

2022
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Risks of LLMs

* Risk area 5: Human-Computer
Interaction Harms

* Promoting harmful stereotypes by
implying gender or ethnic identity

* Anthropomorphising systems can
lead to overreliance or unsafe use

* Avenues for exploiting user trust
and accessing more private
information

 Human-like interaction may amplify
opportunities for user nudging,
deception or manipulation

2022
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Risks of LLMs

e Risk area 6: Environmental and
Socioeconomic harms

 Environmental harms from
operating LMs

* Anticipated risks:

* Increasing inequality and negative
effects on job quality

* Undermining creative economies

» Disparate access to benefits due to
hardware, software, skill constraints

2022
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On the Dangers of Stochastic Parrots:
Can Language Models Be Too Big? §

Emily M. Bender”
ebender@uw.edu
University of Washington
Seattle, WA, USA

Angelina McMillan-Major
aymm@uw.edu
University of Washington
Seattle, WA, USA

* Environmental & financial costs

* Require vast data
* Not necessarily diverse
* Includes bias
» Accountability/liability

e Stochastic Parrots

Timnit Gebru™
timnit@blackinai.org
Black in Al
Palo Alto, CA, USA
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